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ABSTRACT

Reconfigurable Intelligent Surfaces (RIS) are a promising technol-
ogy for creating smart radio environments by controlling wireless
propagation. However, several factors hinder the integration of RIS
technology into existing cellular networks, including the incompat-
ibility of RIS control interfaces with 5G PHY/MAC procedures for
synchronizing radio scheduling decisions and RIS operation, and the
cost and energy limitations of passive RIS technology. This paper
presents RISENSE, a system for practical RIS integration in cellular
networks. First, we propose a novel, low-cost, and low-power RIS
design capable of decoding control messages without complex base-
band operations or additional RF chains, utilizing a power sensor
and a network of microstrip lines and couplers. Second, we design
an effective in-band wireless RIS control interface, compatible with
5G PHY/MAC procedures, that embeds amplitude-modulated (AM)
RIS control commands directly into standard OFDM-modulated 5G
data channels. Finally, we propose a low-overhead protocol that sup-
ports swift on-demand RIS re-configurability, making it adaptable
to varying channel conditions and user mobility, while minimizing
the wastage of 5G OFDM symbols. Our experiments validate the
design of RISENSE and our evaluation shows that our system can
re-configure a RIS at the same pace as users move, boosting 5G
coverage where static or slow RIS controllers cannot.
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1 INTRODUCTION

Reconfigurable Intelligent Surfaces (RIS) are artificially designed
structures that transform traditionally passive radio channels into
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Figure 1: Operation of RISENSE in a conventional scenario.
References to paper sections are embedded in the figure.

programmable actuators, enabling the creation of smart environ-
ments. Their potential to introduce novel applications, such as
coverage extension [1], localization [2], and security [3], has at-
tracted the attention of both academia and industry [4], positioning
RIS as a key enabler for 6G [5]. A RIS is, sensu lato, a planar struc-
ture populated with a large number of small, controllable passive
reflecting cells that can adjust their electromagnetic response. By
collectively tuning these elements, a RIS can programmatically alter
the propagation behavior of impinging radio waves, e.g., to perform
passive beamforming on reflected signals [6].

The advantages of a RIS over active alternatives such as pico-cells,
relays, or the so-called active RIS [7] are significant. First, passive
signal reflection eliminates the need for radio-frequency (RF) chains
and baseband processors, resulting in drastically reduced hardware
and energy costs, enabling off-grid deployments [8] and massive
outdoor structures [9]. In contrast, active RIS uses baseband pro-
cessors and RF chains [7]. Second, since a (passive) RIS does not
involve active signal processing, it inherently supports full-duplex
operation. Third, the absence of complex electronics makes the RIS
lightweight and geometrically flexible, simplifying and reducing
the cost of deployment and maintenance.

RISs can be designed on PCB using metamaterial or patch an-
tennas [10]. Varactor diodes and liquid crystals offer continuous-
range electromagnetic responses, but varactor diodes may introduce
nonlinearities, and liquid crystals are temperature-sensitive and
slow-responsive. PIN diodes and RF switches, in contrast, are more
cost- and energy-efficient and can support high-resolution phase
shifters [9], making the latter our baseline choice.

The problem. To date, the RIS literature has primarily focused
on the reflective metasurface design [11-14] and on the optimiza-
tion of the RIS configuration (e.g., via beam sweeping methods) [6,
15-18]. While such research demonstrates that RIS technology can
enhance wireless coverage, its integration into mobile systems has
not been sufficiently studied. Although 5G offers base stations (BS)
significant flexibility to schedule radio resources, different users
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Table 1: Technology candidates for wireless RIS control.

Technology(i) Power Consumption(”) Range(”i) 5G Integration(i“)
LoRaWAN [22] >18.6 mW 2 km No
WiFi [21] >5.15 mW 30 m No
Bluetooth LE [21] >4.25 mW 5m No
ZigBee [21] >2.95 mW 11m No
Backscattering [23] >100 yW 1m No
RISENSE 370 uyW >100 m* Yes

(@) Typical technologies considered for low-power embedded systems.

(ii)Assuming a highly dynamic environment (see model in §6).

(#11) Maximum distance at which it provides a robust signal in real environments.

(iv) 56 integration enables synchronization between 5G MAC layer decisions and RIS state, which

is required to preserve the optimum RIS configuration in dynamic settings.

*For a 10x10 RIS (see §3); range can be extended with larger surfaces.

require distinct RIS configurations for optimal performance. Conse-
quently, the RIS state must be synchronized with the BS’s MAC/PHY
scheduling decisions, which requires tight 5G/RIS integration.

Most existing RIS designs employ wired control interfaces (typ-
ically via USB [11, 12]) to achieve fast RIS control. However, this
approach has two major drawbacks: (i) they are hard to integrate
into real-time MAC/PHY procedures in the BS, and (ii) cabling costs
can be prohibitive for outdoor deployments. These limitations make
wireless control a prerequisite for practical RIS deployments.

Current wireless RIS control solutions rely on out-of-band tech-
nologies, such as visible light communication [19], modulated in-
frared signals [20], Bluetooth [12], or even WiFi [21]. However,
like its wired counterpart, this approach lacks integration with
3GPP-compliant BSs and introduces additional problems: (i) they
need additional hardware, increasing cost, (ii) they need additional
baseband processing, increasing latency and energy consumption
to process RIS control messages, and (iii) most are not suitable for
long-range control in outdoor scenarios. Table 1 compares different
technologies that can be used for wireless RIS control.

Our solution. Our objective is to design a system that enables a
long-range, real-time, wireless RIS control interface' while (i) main-
taining the cost- and energy-efficiency of passive RIS technology, i.e.,
with no baseband processors or full RF chains, and (ii) ensuring seam-
less integration with 5G’s MAC/PHY procedures in the BS, as depicted
in Fig. 1. Achieving such a goal involves a number of challenges.

Challenge 1 (Passive control receiver). The first challenge
is enabling a RIS to decode wireless control messages without sac-
rificing its passive nature. We address this challenge with a novel
design, introduced in §3, which extends basic RF switch-based RIS
approaches with two innovations.

First, we integrate a low-cost, energy-efficient power sensor to
decode simple amplitude-modulated (AM) signals. This eliminates
the need for complex baseband processors or RF chains. Second,
we design a network of microstrips and couplers that merge and
route RF signals from individual RIS cells to the power sensor. This
network is engineered to introduce specific phase shifts in each
unit cell, ensuring that signals combine constructively at the power
sensor to maximize the RISENSE’s signal-to-noise ratio (SNR).

Although the power sensor employs active electronic compo-
nents (in line with the related literature [24]), these elements have

!Finding optimal RIS configurations (e.g., via beam sweeping) is out of the scope of
this paper as is covered by abundant literature (see §7). In this paper, we focus on
the much less studied problem of the RIS’ control interface used to communicate and
enforce such configurations, and its integration into 5G systems. We discuss RISENSE’s
support for beam sweeping/tracking mechanisms in §8.
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Table 2: 5G NR Numerology

Numerology y Sul')carrier Symbol CP Max BW
spacing (KHz) | duration (us) | duration (us) (MHz)
0 15 66.7 47 50D
1 30 333 2.3 100D
2 60 16.7 1.2/413 | 10000/200®
3 120 8.33 0.59 400®@
4 240 417 0.29 400®

(1) sub-6GHz bands. (%) mmWave bands.

minimal energy consumption, and enable the RIS to decode AM-
modulated control messages without requiring full RF chains or
complex baseband operations — a key requirement of passive RIS [7].
These claims are experimentally demonstrated in §6.

Challenge 2 (Long-range in-band control channel). The
second challenge is to unlock a 3GPP-compliant 5G BS to emit RIS
control messages in-band, exploiting its own 3GPP New Radio (NR)
wireless interface. An in-band RIS control mechanism offers two
advantages: (i) seamless integration with the BS’s MAC/PHY sched-
uling procedures, which allows tight synchronization between RIS
and BS, and (ii) long-range RIS control by leveraging the transmis-
sion power of standard 5G NR data channels.

To achieve this, we draw inspiration from cross-technology com-
munication (CTC), which facilitates interoperability across tech-
nologies [25]. We propose embedding AM RIS control commands
directly into standard orthogonal frequency division multiplexing
(OFDM)-modulated 5G NR data channels, making them decodable
with the RIS power sensor. This technique, detailed in §4, allows a
5G BS to exert agile wireless RIS control without major modifica-
tions to its data processing architecture.

Challenge 3 (RIS control protocol). Finally, to ensure the
aforementioned system’s effectiveness, we address the challenge
of designing a BS-to-RIS control protocol that minimizes overhead
(caused by OFDM NR symbols used for RIS control instead of data)
while maximizing RIS control reliability (minimizing losses in RIS
control messages). This is particularly challenging due to the lack
of strict time synchronization between the RIS and the 5G BS.

To address this, we develop a protocol, detailed in §5, that achieves
soft synchronization by exploiting three RIS operating modes: (i)
full reflection mode, maximizing end-user performance; (ii) full
sensing mode, maximizing RIS control reliability; and (iii) a hybrid
mode, using a subset of cells for sensing while the rest remain in
reflection mode. This hybrid mode enables soft synchronization
and schedules RIS control messages without fully sacrificing user
capacity, thereby minimizing overhead.

We name our solution to these challenges RISENSE. We follow an
experimental-driven design principle that empirically validates our
choices. Specifically, in §6, we validate the feasibility of implement-
ing RISENSE using low-cost, low-energy components integrated
into the RIS. Furthermore, §6 also demonstrates RISENSE’s abil-
ity to re-configure an RIS at the same pace as users move, with
negligible overhead, even at vehicular speeds.

2 BACKGROUND

We begin by presenting the requisite background on RIS technology
(§2.1) and 5G New Radio (§2.2) for the development of RISENSE.
2.1 An overview of RISs

RISs are engineered structures designed to manipulate the behavior
of impinging radio waves. By adjusting its configuration, an RIS can
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control the direction and other properties of the reflected waves.
RISs are typically passive in terms of signal processing, i.e. they do
not involve RF chains, amplification, or digital signal processors.
Although often referred to as "passive” in the literature because they
do not amplify or regenerate the signal before retransmission [7],
they do require a small amount of power for control [11]. In contrast,
an active RIS can amplify the signal before retransmission, perform
complex baseband operations or include full RF chains, but at the
cost of increased energy consumption [26].

RISs can be implemented using various types of surface, ranging
from highly sophisticated metasurfaces to arrays of antennas used
as reflectors. A metasurface is composed of metamaterials, a type of
material engineered to exhibit properties not found in natural mate-
rials. They typically consist of arrays of small metallic or dielectric
elements whose behavior can be externally controlled. Although
complex to construct, they can unlock numerous features [27].

Alternatively, an array of passive reflecting elements, such as
small metallic patches, can be used to reflect incoming radio waves
in a specific direction. This property is usually achieved by adapting
conventional beamforming techniques, where individual reflecting
elements passively apply appropriate phase shifts to the reflected
signals. More precisely, each unit cell includes a reflecting antenna
and a phase shifter, the key component responsible for applying
the desired phase delay. Different technologies, such as RF-switch,
PIN-diodes, varactors, etc., can be employed to perform this task
and each of them has its strengths and weaknesses, as discussed in
[28]. Hence, by correctly configuring each unit cell, the reflection
contribution from each of them can constructively interfere in the
desired direction while canceling each other out in other directions,
creating a phenomenon called passive beamforming.

2.2 A primer on 5G New Radio (NR)

New Radio (NR) is the PHY/MAC interface for 5G BSs. It employs
OFDM with cyclic prefix (CP) with a flexible numerology p [29].
The basic spectrum unit is the resource block (RB), consisting of
12 subcarriers with 15 - 2# KHz spacing. Time is divided into 1-ms
subframes, each carrying 2# slots with, usually, 14 66.7 - 27#—pus
OFDM symbols. Some examples are depicted in Table 2. Every
transmission time interval (TTI), often one slot, the BS’s MAC
schedules one transport block (TB) for/from every active user. The
amount of bits carried in a TB depends on the numerology, the BS’
bandwidth, the amount of buffered data, the BS’ policy to schedule
available RBs, and their modulation and coding scheme (MCS) that,
in turn, depend on the channel SNR.

The transmission chain of an OFDM signal is illustrated in Fig. 2.
An OFDM signal is composed of K sinusoids, also known as bins,
with a spacing denoted as fi. These sinusoids are modulated by data
symbols that have a duration of T, which is equal to the reciprocal
of the subcarrier spacing. Data is modulated into a complex data

symbol block S = [so, S sK_l]T. Each element s; represents
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a quadrature amplitude modulated (QAM) symbol, where s =
ay + jby, with a; and by being the real and imaginary parts of the
symbol, respectively. This data symbol block S is then fed into an
K-point inverse fast Fourier transform (IFFT) operation, resulting
in discrete time-domain samples represented as

Sensing branch

K-1
x[q]=Zsk'ej'%'q'k,q:O,l,...,Q—l. (1)

k=0
The samples to be transmitted are passed through a parallel-to-
serial (P/S) converter, and then a CP of duration Tgp is inserted, i.e,
the last L samples in x are copied and placed as the first L samples:

u= [x[Q—L— 1],...,x[g—-1],...,x[0],...,x[Q - 1].]

The baseband samples with the cyclic prefix are then divided into
phase and quadrature components and fed to the digital-to-analog
converter (DAC) to generate continuous-time waveforms sy (¢) and
so(t), respectively. Finally, these waveforms are up-converted to
the carrier RF (f;c) and added to generate the passband signal:

s()=Re {s(t)eﬂ”frcf} = 51(t) cos (27 fict) + so (1) sin(27fict). (2)

3 PASSIVE RIS CONTROL RECEIVER

Our goal is to augment conventional RIS capabilities with the ability
to estimate incident power. This sensing capability is essential for
decoding AM signals carrying RISENSE messages as shown in §4.

MARISA [24] and ARES [8] have a similar requirement to locate
users. However, they both assume that the received power can be
split between reflection and sensing. While this enables concurrent
RIS operation and sensing, it significantly reduces SNR (see more
details in §7). Instead, we propose a time-switching approach be-
tween RIS operation and sensing, which trades off a small number
of radio resources for increased SNR (see §5).

3.1 Design

We extend a basic RF switch-based RIS design [11] by incorporating
a mechanism that enables each unit cell to transition between
reflection and sensing modes. As depicted in Fig. 3, each unit cell
comprises a patch antenna, 3-bit and 2-bit RF switches, and an RF
combiner. The patch antenna is designed for maximum gain within
a 100 MHz bandwidth centered at 5.3 GHz. The 3-bit RF switch
controls two sets of output ports, used to set each unit cell to either:
o Reflection mode: This is the conventional mode of a unit cell
in an RIS. In the reflection branch, the first set of output ports
of the 3-bit RF switch connects to four open-ended delay lines
of varying lengths, enabling the reflection of impinging waves
with four distinct phase shifts, enabling 2-bit phase shifting. This
resolution could be easily raised with a higher-resolution RF
switch.



MobiSys ’25, June 23-27, 2025, Anaheim, CA, USA

Figure 5: Experimental testbed components.

o Sensing Mode: This mode is used to retrieve RIS configuration
commands wirelessly. In the sensing branch, the second set of
output ports of the 3-bit switch uses four additional delay lines
to connect to the 2-bit RF switch. Each unit cell’s sensing branch
terminates in a 90° hybrid coupler (90HC), enabling the merging
of signals from all unit cells. As depicted in Fig. 4, this combined
signal is then fed into a log detector, which measures its enve-
lope, and subsequently to an analog-to-digital converter (ADC)
sampling at 5.3 x 10° samples per second (Msps). The microcon-
troller unit (MCU), already responsible for configuring each RF
switch, can readily process these samples for AM demodulation
concurrently, as described in §4. Each delay line in the sensing
branch introduces a different phase shift, which, when optimized,
maximizes SNR at the log detector, similar to how beamforming
maximizes SNR for end users in reflection mode.

This approach allows each RIS unit cell to be configured for either
reflective beamforming (the conventional operation of a RIS) or
power sensing (for RISENSE operation), and preserves the passive
nature of the RIS as the only active electronic components are used
for RIS control with minimal footprint (see §6). However, unit cells
in sensing mode compromise communication capacity, as fewer
antennas contribute to beamforming. To mitigate this overhead, §5
presents a time-switching protocol designed to maximize network
capacity while ensuring a high rate of RIS reconfiguration.

3.2 Testbed

Our testbed is depicted in Fig. 5. For reflection mode, we replicate
the prototype of [11], with individual boards of 10x10 patch an-
tenna elements that can be connected to create larger reflective
surfaces, and 3-bit phase shifters. To implement RISENSE’s sens-
ing branch, we employ an STM32 Nucleo Board equipped with
STM32L476RG, a low-power MCU (Arm Cortex-M4 with FPU, 1
MB flash, 128 KB SRAM, up to 80 MHz) and an AD8318 low-power
RF logarithmic detector [30]. The AD8318 functions as an envelope
detector, producing a DC output voltage that linearly decreases
with the amplitude of the RF input signal. We also use a USRP X310,
generating 5G NR-compliant OFDM symbols using GNU Radio and
a dipole antenna to radiate the signals.

No RF chains or baseband processors have been added to the RIS.
To validate RISENSE’s capability to decode incoming RIS control
signals, we use the USRP to generate AM-within-OFDM signals
as explained in §4 via GNU Radio, while the AD8318 log detector,
mounted on an ad-hoc PCB board for RIS control, samples the
signals. The detector’s output is wired directly into the Nucleo
Board’s successive approximation register (SAR) ADC, which offers
fast conversion times (12-bit resolution at 5.3 Msps with an 80 MHz
board clock). This setup enables the acquisition of a high-fidelity
digital representation of the envelope transmitted by a 5G BS’ data
channel, while requiring very low energy (see §6).
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Figure 6: RISENSE’s in-band wireless control interface.
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Figure 7: RISENSE encoding for v=2and r = 1/2.
4 IN-BAND RIS CONTROL INTERFACE

As shown in Fig. 6, RISENSE’s in-band control interface comprises:
(i) A low-overhead encoder of RIS configurations (§4.1);
(i1) An AM-within-OFDM cross-technology-communication (CTC)
scheme that embeds AM signals into 5G NR’s data channel for
seamless in-band RIS control of passive RISs (§4.2);

(iii) An AM-in-OFDM demodulator that leverages the sensing capa-

bilities of RISENSE (§4.3); and
(iv) A low-complex decoder of RISENSE messages at the RIS (§4.4).

4.1 Encoding RIS control messages

The duration of every RISENSE message is 72 us, corresponding to
one 5G OFDM symbol plus a 4.7 ps cyclic prefix (CP), during which
we can encode M, bits. Note that, due to the CP, one bit from the
end of the symbol appears at the beginning of the AM waveform.

To minimize control signaling overhead, we employ a codebook
approach. The RIS and the BS maintain an identical lookup table,
C, which contains a predefined set of C RIS configurations. This
codebook serves as a reference for both the RIS controller and the
BS. Whenever the BS needs to reconfigure the RIS, it transmits
a message encoding the corresponding codebook index, uniquely
identified by a z-bit word bs.

To increase reliability, we employ two methods: CRC for error
detection, and a convolutional code for forward error correction.
To this end, we segment the bit stream b of each RISENSE control
message into g equally-sized chunks, each followed by 1-bit CRC
for error detection. This results in a (g + z)-bit sequence b,. A
convolutional encoder then processes this sequence for forward
error correction, producing a stream by, of My = (g + 2) /r parity
bits that are encoded onto the carrier’s envelope, where r is the code
rate. This approach increases reliability without compromising the
computing requirements of RISENSE decoder at the RIS.

In convolutional encoding, illustrated in Fig. 7, each input bit is
convolved with generator polynomials to produce multiple output
bits, enhancing communication reliability. The convolutional code
is characterized by its code rate r = (g + z) /M (ratio of input
bits g + z to output bits M) and constraint length v (memory of
the encoder). A larger v generally leads to better error correction
but increased complexity. The input bit stream is shifted into a
length-v shift register, and its contents are convolved with generator
polynomials to produce the output bit stream [31]. The output of
the encoder by, is then modulated for transmission.
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4.2 AM-within-OFDM CTC processor

As mentioned before, our goal is to leverage the 5G NR data chan-
nel processing pipeline to subtly embed AM signals encoding RIS
control messages. This cross-technology-communication (CTC)
approach capitalizes on the fact that the 5G BS’s PHY already
manipulates the amplitude characteristics of each OFDM symbol.
Thus, RISENSE’s modulation-within-modulation technique can be
achieved by strategically configuring the data bits within each sub-
carrier of the 5G OFDM symbol, eliminating the need for additional
hardware-based power control mechanisms, at the cost of 5G NR
overhead that we strive to minimize in §5.

In AM modulation, the amplitude of a sinusoidal carrier signal
is varied according to the instantaneous values of a modulating
message signal. Mathematically, an AM signal is represented as:

aam(t) = Ac - [1+¢(1)] - cos(27 fret) ®)

Here, agp(t) represents the passband signal, and A, denotes the
amplitude of the carrier signal. Comparing Eqgs. (2) and (3) reveals
that, for our purposes, the key is to manipulate the baseband OFDM
signal, i.e., s;(t) = (). The quadrature component can take a
constant value, which only affects the signal’s DC component and
thus becomes irrelevant.

In this context, the choice of a modulation scheme ays(t) is cru-
cial to ensure efficient decoding at the RIS, which lacks a baseband
processor. In this case, On-Off Keying (OOK) is an ideal choice due
to its energy efficiency at the receiver. OOK enables non-coherent
demodulation, eliminating the need for strict phase coherence, and
places minimal demands on the receiver gain control and resolution.
Therefore, we adopt the OOK modulation for RISENSE messages:

M-1
Y() = ) b p(t —mTp).
m=0

In this equation, b, represents message bits, p(¢) characterizes the

shape of the transmitted pulse, T, is the pulse width, and M denotes

the total number of bits or symbols (we have 1 bit per symbol).
The discrete representation of the OOK signal becomes:

Ykl = §(0)li=kr,, —00 <k < oo, 4)

where T coincides with the sampling frequency of the 5G OFDM
system, ensuring that the number of discrete samples matches that
of the OFDM baseband signal in Eq. (1). Thus, to generate an AM
signal within a 5G OFDM symbol with maximum demodulation
performance, we seek to find optimal frequency-domain OFDM
symbol that minimizes the mean square error between Egs. (1) and
(), i.e.,

min [|[k] — x[k]l3.- ®)

This problem involves minimizing the difference between the
OFDM and target OOK waveforms using a least-squares approach,
which can be efficiently solved with standard tools. The resulting
values are then quantized to the nearest element in the set 7,
which represents a 1024-QAM constellation, to obtain an optimal
feasible solution. This quantization process can be mathematically
expressed as:

Sk = fq(Sk)

where fg(-) projects s; onto the closest element of .
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Algorithm 1: Codebook Q generation (offline)

1. Pulse design: Select p(¢) s.t. T - M =T
(Tp: pulse width, My: bits, Ts: OFDM symbol duration).
2. foreach b in C do
a. Ideal time domain signal:
Y(t) =XM1V by, - p(t — mT,)
b. Sample ¥/ (¢) and take K-point DFT:
YIk] = & i, Cue T2TER
c. Solve ming, [|¥[k] - x[k]llg
d. Save to codebook Q « f;(s)
end

Now, instead of solving this problem online for every RISENSE
RIS configuration command, which would incur additional com-
putational burden at the BS, we exploit the fact that the entries of
the codebook C and their associated identifiers are pre-determined
to establish an additional codebook Q. Q is pre-computed offline
with sub-carrier entries s that modulate each configuration in C.
These entries consist of complex constellation symbols that are
loaded during modulation to embed b, onto the signal’s envelope
in a simple manner, as outlined in Algorithm 1.

Hence, during online operation, the BS simply needs to select
an entry in C (RIS configuration) and then an entry in Q (pre-
computed sub-carrier entries to modulate the RIS configuration),
which can be implemented with low-complex look-up tables. Note
that BS requires both codebooks C (RIS configurations) and Q (info
to modulate each configuration), while the RIS only requires C, so
memory requirements are also negligible.

4.3 AM-in-OFDM demodulation

At the RIS, the AM-within-OFDM signal can be sensed by the
sensing branch of RISENSE described in §3 as

y=Re{abelx+w},
1

where a and b denote the power gains provided by the BS and the
RIS’ sensing infrastructure, respectively. The term y; represents
the complex path loss coefficient associated with the I*# path, and
w is additive white Gaussian noise. The real part of the equation
arises from the RIS envelope detector (see §4.2), which tracks the
inherently real shape of the passband signal, where the RIS control
information resides (see §4.2).

This has two advantages. First, the RIS does not need to shift
the signal to the baseband, and no baseband processing is required.
Second, this envelope is sampled by the ADC on the RIS MCU.
Although 5G OFDM signals are typically sampled at 61.44 Msps,
because the RIS control data reside on the envelope of the carrier
signal, the RIS can demodulate the embedded AM signal at a much
lower rate. Specifically, with a sampling rate of 5.3 Msps (see §3.2),
we obtain QRISENSE = 5'%33'7 samples per RISENSE symbol (e.g.,
QORISENSE ~ 22 samples when M,; = 16 RISENSE symbols), suffi-
cient for demodulation. This low sampling rate allows us to avoid
power-hungry electronics for demodulation.

4.4 Decoding RIS control messages

Then, to decode RISENSE messages, the sampled signal y[q], Vq €
{1,...,0}, is divided into M, + 1 bins, and the values within each
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Algorithm 2: RISENSE message receiver

a. Collect the samples from ADC represented as y[q].
b. Divide y[q] into Mty + 1 bins with M samples.
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Figure 8: RIS workflow during beacon opportunities.
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bin are averaged as ", Vm € 1,..., My + 1. The mean values §™
close to the noise floor are interpreted as 0, while those close to 1
are interpreted as 1. These bits, bpm, obtained by hard thresholding,
are an estimation of the encoded word and they are then decoded
into a message sequence using the Viterbi algorithm [32].

In summary, the Viterbi algorithm is a dynamic programming
method for convolutional codes that exhibits strong performance
for small codewords, which is our case. By systematically eval-
uating all possible paths through the code trellis, the algorithm
determines the most probable sequence of transmitted symbols.
The computational time is primarily determined by the size of the
trellis, 2(9+2) 7, but the algorithm’s recursive approach minimizes re-
dundant calculations, making it well suited for resource-constrained
environments like our RIS, as we empirically demonstrate in §6.

Finally, a CRC check verifies the decoded codeword. Algorithm 2
summarizes the steps described in §4.3 and in §4.4 so the RIS can
retrieve the control information bs.

5 RISENSE PROTOCOL DESIGN

The effectiveness of RIS technology is contingent on efficient and
timely reconfiguration of their unit cells to adapt to changing chan-
nel conditions and user mobility. Since our control channel is in-
band, as explained above, we need a low-overhead RIS control plane
protocol that minimizes the use of 5G OFDM symbols and RIS unit
cells that are not devoted to carry actual user data.

Naive methods, such as periodic polling, incur significant over-
head, especially when frequent reconfigurations are unnecessary.
Therefore, we propose a novel protocol designed to minimize over-
head while maintaining the flexibility to reconfigure RIS on demand.

5.1 RISENSE protocol

RISENSE protocol employs two types of messages:
o RIS control messages: Messages encoding RIS configuration
information as explained in §4.1.
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56 UE decoder | TR

SNR
RIS
UE Data I UE Data UE Data

Beallll ctrl
con

RISTo t i i13)0 1 1370 1 Ty 1370 1 = 13)0 1

cell p—t 1
i Unused
state i beacon beacon

| opportunity opportunity
. # l/ |
=
1 3 4 5 TTls
Reflection mode Sensing mode

Figure 9: Example of RISENSE protocol for Tj,.,, =28 OFDM
symbol periods and ¢ =0.5. Toy RIS example with 8 unit cells.

1310FDM symbols
i I

Unused

e

e Beacon messages: These predefined signals, transmitted by
the BS, serve to schedule the arrival of RIS control messages
and enable time synchronization. As detailed in §5.2, unlike RIS
control messages, beacons require only detection at the RIS, not
decoding, which reduces overhead.

We define Ty, as the time interval between beacon opportunities,
during which the BS can transmit a beacon. Fig. 8 illustrates the
workflow triggered at the start of a beacon opportunity (time syn-
chronization issues are discussed in §5.2). To minimize overhead,
the RIS operates in a hybrid mode during beacon opportunities,
where only a fraction « of its unit cells are set to sensing mode for
beacon messages (which require only detection, not decoding). The
remaining cells continue to operate in reflection mode, contributing
to network capacity. These modes were introduced in §3.

Since beacon opportunities are fixed over time, the BS can emit
RISENSE commands at time nTy¢, + Topl, Where n denotes the
beacon opportunity index and Ty is the time required by the RIS
to process the beacon (see §5.2). This includes the time required
by the detector (§5.2) and switch all the unit cells to sensing mode
to reliably receive and decode the subsequent RIS control message.
Once an RIS configuration message is decoded, the RIS re-configures
all its phase shifters accordingly and switches all unit cells back
to reflection mode. If no beacon is detected, the RIS reverts to full
reflection mode immediately, using the last received configuration.

Fig. 9 illustrates the protocol’s operation using a toy 8-unit-cell
RIS with T, = 28 OFDM symbol periods and o = 0.5. During
unused beacon opportunities (the first symbol in TTIs 0 and 4), a
fraction 1 — « remains in reflection mode, minimizing the impact on
end-user SNR compared to polling mechanisms that would sacrifice
all cells for sensing. Conversely, in TTI 2, the BS uses the first symbol
(beacon opportunity) to schedule a RIS control message Tet;; OFDM
symbol periods later, prompting the RIS to switch all antennas to
sensing mode for optimal RIS control message decoding.

This protocol offers two key advantages:

o With the hybrid mode, the impact of RISENSE beacon opportu-
nities on network capacity is minimized, leading to a significant
reduction in overhead compared to traditional polling methods.

e The protocol allows 5G BSs to trigger RIS reconfigurations
on demand and at OFDM symbol granularity, making the RIS
adaptable to varying channel conditions and user mobility.

Naturally, the effectiveness of RISENSE’s protocol hinges on careful

optimization of the parameters Ty, and a, which we study in §6,

but also on the RIS ability to detect beacons and synchronize in

time with the BS, which we address next.
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Figure 11: RISENSE beacon detection workflow.
5.2 RIS control beacons

As explained above, we employ beacons for both scheduling RIS
control commands and synchronization. Beacon messages are trans-
mitted by the BS using a similar AM-within-OFDM modulation
approach as for RIS control messages (§4.2), i.e., we embed My,
AM-within-OFDM symbols within one 5G OFDM symbol.

5.2.1 Beacon detection. As shown in Fig. 10a, we employ an al-
ternating stream of 1s and Os as the beacon bit stream to facilitate
detection. However, unlike control messages, beacon messages only
need to be detected as they do not carry actual information. This
allows us to use a smaller number of AM-within-OFDM symbols
per 5G OFDM symbol, i.e., Mpe, < My, increasing the number
of samples per beacon and, thus, reliability. Moreover, AM-within-
OFDM'’s longer symbol duration provides the envelope detector
ample time to accurately track the envelope, aiding in differentiat-
ing the beacon from noise-like samples.

Conventional approaches for beacon detection, using convo-
lutional filters or FFTs are impractical for two reasons. First, the
RIS envelope detector produces only positive values, which makes
convolution a monotonically increasing weighted sum, making
beacon differentiation threshold-dependent. Second, they are com-
putationally intensive (O (Mgcn) and O (Mpey, log Mpe,) complex-
ity, respectively), requiring significant processing time on the RIS
resource-constrained microcontroller unit (MCU).

Therefore, we need to resort to lower-complexity methods. Specif-
ically, we exploit the fact that the low sampling rate of the enve-
lope detector in our RIS design (see §3) effectively treats carrier-
modulated signals as noise. This can be observed by comparing
Fig. 10a (a RISENSE beacon) and Fig. 10b (a regular 5G NR sym-
bol) when they are filtered by RISENSE’s power sensor. Fig. 10b
depicts results for channels with different levels of fading. To this
end, we applied a Rician channel model with varying K factors:
High K values indicate a low amount of fading, while K = 0 indi-
cates Rayleigh fading; see [33]. More specifically, we used 3GPP’s
Pedestrian A (PED A) channel model [34, 35], with each tap parame-
terized with delays and average power equal to {0, 110, 190,410} ns
and {0, -9.7, —19.2, —22.8} dB, respectively. The low sampling rate
of RISENSE’s power sensor essentially acts as a filter that attenu-
ates power variations caused by fading at carrier frequencies and
removes information carried by OFDM symbols, resulting in a
noise-like signal that is clearly distinct from RISENSE beacons.
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This observation motivates the use of low-complex functions for
classification. Therefore, we utilize a tiny neural network (NN) illus-
trated in Fig. 11, trained offline for beacon chunk detection as follows.
As explained in §4.3, our RIS sensor provides QrisENSE = %
samples per RISENSE symbol (e.g., QrisENSE ~ 22 samples when
a beacon contains My, = 16 RISENSE symbols). Assuming time
synchronization between RIS and BS (see §5.2.2), every OFDM sym-
bol that potentially contains a beacon, we generate a chunk with
2 - My, overlapping symbols as described in Fig.11. Then, each
chunk feeds an NN with a Qy.,-neurons input layer (chunk size),
followed by a 10-neuron fully connected layer with ReLu activation
function, and a 2-neuron softmax layer to approximate the chunk
detection distribution. Finally, to detect a beacon (with My, sym-
bols), we establish a simple rule: a beacon is detected only if %
consecutive beacon chunks are detected. This increases the reliability
of our detector. This approach, based on a tiny NN requiring a
few simple arithmetic operations (10Qp, + 20 multiplications and
10(Qpen — 1) + 18 additions), proved to be effective and computa-
tionally inexpensive as we demonstrate in §6.

We train the NN offline, with a set of pre-generated beacons and
5G OFDM symbols with a wide range of SNR conditions, and using
the Weighted Binary Cross-Entropy Loss functions

LBcE = —E[w - t; -log(pi) + w2 - (1 = t;) - log(1 - p;)],

a standard approach to train binary classifiers, where E is the expec-
tation operator, wi and wy are weights, p; is the softmax probability
for the i'" class, and t; is the truth value (0 or 1).

5.2.2 Time synchronization. Once a beacon is detected, the RIS
shall prepare to receive a RIS control message in a time T, as
explained in §5.1. This requires time synchronization, as the MCU
needs to initiate a countdown from the end of the beacon.

The design of the beacons and the architecture of RISENSE’s
RIS simplify this problem significantly. As shown in Fig. 10b, any
signal other than beacons or RIS control messages is detected as
noise by RISENSE (even 5G modulated data). This is because the
sampling rate of RISENSE’s detector is much lower than that of 5G.
Therefore, measuring noise after a beacon detection indicates the
beacon time boundary (and thus a 5G OFDM symbol boundary),
which is used to correct the MCU’s internal clock drift.

This is illustrated in Fig. 12. The outputs of the NN employed
by RISENSE for beacon detection (§5.2.1) are stored in a binary
buffer to record beacon occurrences. The MCU periodically analyzes
the noise level within the ADC buffer to identify discontinuities,
indicative of a signal of interest. Upon detecting a discontinuity, the
MCU records the corresponding buffer index. This index enables
the system to query the NN buffer, distinguishing between signals
originating from RISENSE messages and other sources (e.g., 5G
user data), as detailed in §5.2.1, and facilitates time synchronization.
Given that each sample in the ADC buffer represents a fixed time



MobiSys ’25, June 23-27, 2025, Anaheim, CA, USA

A

2.0+
154 o 17179000000

PAPR (dB)
o~
(¢ =)
—e
==
——e
o —
[ ——

0.0+

0 20 40
Codeword index

Figure 13: PAPR of each RISENSE codeword.

==—]0110111110110000 100111010001111 1}
» 0.81 0.8 r
5 72 1
o | |
> [ 1

0.5 1 0.5
0 20 40 60 80 0 20 40 60 80
Time (us) Time (us)

Figure 14: Examples of signal demodulation.

interval, the precise timing of the detected signal is determined by
its buffer position. This synchronization point is used to predict
the arrival of the next RISENSE message as the timings are known
and to compensate for clock drifts relative to the base station clock,
ensuring system-wide timing accuracy.

6 VALIDATION AND EVALUATION

The effectiveness of RISENSE hinges on careful optimization of
several system parameters, indicated in Table 3, which we analyze
in this section using the testbed introduced in §3. Without loss of
generality, we employ 5G numerology p = 0, where each OFDM
symbol spans Tg = 66.7 is.

6.1 RISENSE control messages

We begin by evaluating the Peak-to-Average Power Ratio (PAPR)
of RISENSE messages, as high PAPR can lead to signal distortion.
Fig. 13 presents the measured PAPR of the signals modulating and
encoding each RISENSE codeword. The results demonstrate that
the PAPR is upper-bounded by 2.5 dB, indicating a sufficiently low
value and validating our design [36].

Now, since our envelope detector’s sampling rate is fixed at 5.3
Msps and Ts = 66.7 ps, the codeword length M influences the de-
modulator’s performance. For instance, M = 8 yields 44 samples
per RISENSE symbol, while M = 36 yields only 9 samples, poten-
tially hindering detection. Using our testbed, we assess in Fig. 16
the soft-bit error rate (after demodulation, before decoding) as a
function of SNR for a range of M values. To emulate different SNR
conditions, we adapt the USRP’s transmission power accordingly.

Excessively low SNR regimes result in a 0.5 soft bit error probabil-
ity (equivalent to random guessing) regardless of M. Furthermore,
even at higher SNRs, the demodulator exhibits non-negligible error
probabilities when M > 20. Therefore, we consider M., = 16 a
suitable trade-off between performance and RIS control data rate.
Since Ts = M - T, = 71.4 ps, then Tp ~ 4.17 ps, i.e., 24 MHz of band-
width. Fig. 14 shows two AM-within-OFDM signals with M = 16,
demodulated in our testbed, with their corresponding codeword.

Table 3: RISENSE system parameters

Parameter | Details Section
M RISENSE symbols per control msg. (§4.2, §4.3) | §6.1
v Parameter of RISENSE’s encoder (§4.1, §4.4) §6.1
z RIS codebook C resolution (§4.1) §6.1
g CRC bits in control messages (§4.1) §6.1
r Conv. code’s rate for control msg. (§4.1) §6.1
Myen RISENSE symbols per beacons (§4.2, §5.2) §6.2
a Sensing cells during beacon opps. (§5.1) §6.2
Then Period of beacon opportunities (§5.1 ) §6.3
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Table 4: RISENSE empirical characterization for demodula-
tion and decoding (§4.4), and for beacon detection (§5.2).

Comput. time (us) | Power consumption (mW) | Flash (kB) | RAM (KB)
Demod. (M = 16) 196 + 0.1 49.76 19 14
Decoding 351+0.8 50.16 24.5 2.5
Beacon detection 94+ 0.5 47.87 35 5
Data reflection/idle 0 0.03 0 0

Although these signals appear below the noise floor, this is an arti-
fact of the log detector’s output, which is a decreasing linear-in-dB
function of the RF input amplitude. Lower transmitted power at
the detector results in a higher DC output noise floor, obscuring
the signal. This effect is visualized in Fig. 15.

We now evaluate the MCU resource usage of both the demodu-
lator and decoder, as summarized in Table 4. Our tests indicate that
the demodulation process takes approximately 196 ps with minimal
power consumption of (~49.8 mW), given M, = 16. In contrast,
the decoder’s processing time depends primarily on the constraint
length v, which determines the trellis size (see §4.1 and §4.4). Fig. 17
shows that this processing time scales exponentially with v, ex-
ceeding 100 ms for v = 5 on our MCU. Given the limited size of
RISENSE control messages (M1 = 16) and these observations, we
adopt v = 2, which, as shown in Table 4, requires approximately
351 ps and ~ 50 mW to process, allowing a maximum rate of ap-
proximately one RISENSE message every 550 pus. We analyze the
overall system power consumption in §6.3.3.

Additionally, the decoder’s error correction performance de-
pends on the ratio r of information bits (z + g) to message bits
(Mcy1)- Since g > 0 (CRC bits) and M, = 16, the only feasible
coding rateis r = % However, the ratio between g and z (resolution
of the RIS codebook C) remains to be determined. Fig. 18 depicts
the empirical success rate of message decoding for v = 2 across a
range of SNRs. The results indicate that (z, g) = (6, 2) represents a
suitable trade-off between error protection and information length,
allowing for a codebook with up to |C| = 2° RIS configurations.

6.2 RISENSE beacons

Next, we analyze the impact of the number of RISENSE symbols
per beacon on beacon detection performance. As explained in §5.2,
beacon messages only require detection (no information is carried),
allowing My, < Mgty to increase the number of samples per bea-
con symbol and improve detection reliability. Based on our earlier
results (Fig. 16), we set Mpc, = 8, resulting in a RISENSE symbol
duration of 8.325 us and Qp., = 41 samples per symbol.

Beacons sent during beacon opportunities are detected at the
RIS using the NN-based solution introduced in §5.2, trained on a
15k-beacon dataset with varying noise levels. 70% of the dataset is
used for training (Fig. 19), and the remaining is used for evaluation
(Fig. 21). Fig. 19 shows the training loss evolution, with a rapid
initial decrease followed by a plateau as the model reaches 84%
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24.93 dBi gain in (0°,0°) (azimuth, elevation). Our empirical
dataset is available in [37].

accuracy. Fig. 21 plots the ratio of true positive (blue) and false posi-
tive (orange) detections against SNR. These results characterize the
minimum SNR required for beacon detection given target true/false
positive ratios. Specifically, 0.8/0, 0.95/0 and 0.99/0 true/false detec-
tion probabilities require SNRs of —3.5, —2, and —1 dB, respectively.

The SNR experienced by RISENSE’s beacons depends on two
factors: the proportion of RIS cells dedicated to sensing during bea-
coning opportunities o and the BS-RIS channel conditions. However,
higher values of a reduce the 5G network capacity for end-users.
Therefore, for fixed BS and RIS locations (and thus a static BS-RIS
channel), which is a reasonable assumption in cellular systems, a
target SNR for beacons can be achieved by optimizing a.

To this end, we investigate the impact of the BS-RIS distance. We
first empirically characterize the RIS reflection using our testbed
(see Fig. 5). The resulting reflection pattern is illustrated in Fig. 20.
We are interested in outdoor scenarios. Unfortunately, the 5G NR
transmitter in our testbed (an USRP X310, see §3.2) only supports
one antenna and a maximum transmission power of 20 dBm, which
are much lower than conventional macro-cell BSs. Therefore, we

emulate the presence of a macro-cell as follows. The received power

at the RIS, expressed in decibels, can be approximated by PI[{;? m]_

PlggBm] +G{;§Bl] +GI[&1;3 il B [dB] \here Ggys is the RIS gains (fitted
with our experimental data), and ﬁ[dB] =-37.5-22 logm(%) is
the path-loss coefficient, calculated as in [38], where d is the BS-RIS
distance. We assume a BS transmission power and antenna gain of
Ppg = 43 dBm [39] and Gggs = 15 dBi [40], respectively.

Given the above, we analyze in Fig. 22 the fraction of RIS ele-
ments required for beacon detection, , given d and different target
true-positive detection probabilities (0.8, 0.95, 0.99). As expected,
longer distances and higher true-positive ratios require higher val-
ues of a. For example, for our 10x10 RIS placed 80 m from the BS,
a = 0.5 is sufficient to guarantee a 0.99 beacon detection probability.

Finally, we validate the RIS MCU’s capacity for RISENSE’s beacon
detection. We deploy the trained NN on the Nucleo Board’s MCU
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using the STM32 X-CUBE-AI toolkit, a library for NNs optimized for
computational efficiency and memory usage. This toolkit facilitates
the conversion of pretrained NNs from popular frameworks like
Keras and TensorFlow. As shown in Table 4, the MCU executes the
beacon predictor in ~ 94 us with low energy consumption (~ 4.5 mJ),
validating the feasibility of our solution.

6.3 System evaluation

To evaluate RISENSE in real-world scenarios, we assess a mobility
scenario (§6.3.1) and a multi-user scenario (§6.3.2). As in our previ-
ous analysis, we mix empirical RIS data from our prototype and a
Rician model to model the BS-RIS and RIS-UE channels.

Specifically, the 5G NR data received by a user is given by
y = hs +w, where h = h; + h,TH;. Here, h; corresponds to
direct-path (BS to user) channel attenuated due to blockage, and
w € CN(0, o) is additive Gaussian noise. Importantly, the term T,
representing the RIS phase-dependent gains, is modeled directly us-
ing experimental data obtained from characterizing our physical RIS
prototype testbed (see §3.2). These measurements capture the ac-
tual radiation patterns and gains for different phase configurations,
including real-world hardware imperfections (see Fig. 20 for an
illustrative example), forming a key component of our data-driven
approach. The terms H; and h, represent the channel between the
BS and the RIS and the RIS and the UE, respectively. We assume a
realistic channel model comprising of line-of-sight (LOS) and non-
line-of-sight (nLOS) paths characterized by a collection of channel
scattering objects each generating a number of channel paths that
are closely spaced in the angular domain [33, 38, 41].

We consider a macro-cell BS equipped with a 4 X 4 UPA antenna
whose center is at coordinates m, = [10, 10,9] m, with a trans-
mission power of p; = 43 dBm [40], and our RIS positioned at
coordinates 7pis = [60, 10, 9] m (50 meters away from the BS). The
users are equipped with a single antenna and, when scheduled by
the BS, we estimate their instantaneous capacity as:

C=Pyyslogy(1+ %EHA) + (1= Pyyp) logy (1 + i—;hHh), ©6)



MobiSys ’25, June 23-27, 2025, Anaheim, CA, USA

RIS

¢

(a) Moving user.

(b) Multiple users.
Figure 23: RIS-aided scenarios for evaluation.

where P/ ¢ € (0, 1) denotes whether RISENSE’s RIS reconfiguration

has been successful (i.e., whether RISENSE messages are success-

fully processed, see Fig. 21). If RIS reconfiguration is successful,
then h = (hy + h,TH;) becomes the effective channel after a delay
incurred by the RIS to demodulate and decode the control message

(see Table 4), where T’ corresponds to the updated RIS phase shifts.

In case of beacon detection failure, the RIS continues using an out-

dated phase shift configuration I'. To minimize beacon detection

failures, we select @ = 0.25 according to our earlier results in Fig. 22.

This data-driven approach provides credibility, as it is based on
experimental data (i.e., it includes imperfect RIS reflection patterns,

RISENSE overheads, and RISENSE processing delays) yet it is flexi-

ble enough to assess realistic scenarios. Finally, RISENSE and all

benchmarks assume perfect BS knowledge of the user’s location.?

We consider three benchmarks:

e "No-RIS" represents a scenario without an RIS, where the users
are served solely by the BS’s direct link.

e "Static-RIS" emulates an RIS unable to reconfigure dynamically.
Therefore, it uses a wide beam (120° in azimuth and 40° in eleva-
tion) to cover the user’s entire trajectory.

o MARISA [24] or ARES [8], RISENSE’s closest competitor, which,
as explained in §7, enables RIS reconfiguration at only a second-
level granularity (i.e., much slower than RISENSE).

All the results correspond to the average over 1000 independent

monte-carlo realizations.

6.3.1 Mobile scenario. First, we study the 5G network capacity of
a mobile user in a common scenario aided by RIS. The scenario we
consider, illustrated in Fig. 23a, involves an obstacle that obstructs
the direct link between a macro-cell BS and the user, with the user
moving a distance of 40 meters.

In more detail, the user moves along a 40-meters linear track
starting from coordinates mrye = [50, —10, 2] m to 7ye = [50, 30, 2] m.
We simulate different user velocities ranging from v = 1.2 m/s
(walking speed) to v = 15 m/s (urban vehicle speed) and consider
different obstacle attenuation levels corresponding to materials
such as glass, wood, brick, and concrete [42]. Moreover, we assume
that RISENSE uses every beacon opportunity (worst-case in terms
of overhead), which means that two OFDM symbols every Ty, are
devoted for RISENSE’s protocol and not for 5G NR data delivery.

Fig. 24 depicts the end-user 5G capacity as a function of the
blockage attenuation. As expected, RISENSE with Tj,.,=10 ms (the
highest reconfiguration rate) maximizes network capacity, followed
closely by RISENSE with Tj,.,=100 ms. This performance is achieved
because the RIS is reconfigured at the same pace as the user moves,

?Locating users or finding optimal beamforming configurations are classical problems
with a vast amount of literature and are out of the scope of this paper.
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Figure 24: End-user 5G network capacity for a mobile user
with different velocities in a RIS-aided scenario.

with narrow ~10° reflection beams, which provides a capacity boost
that compensates the overhead RISENSE introduces to this end.

Reducing the reconfiguration rate with RISENSE (with Ty, =
500 ms), and especially with MARISA/ARES (second-level reconfig-
urability), leads to increased capacity loss as user velocity increases.
This loss occurs because the RIS controller cannot reconfigure the
RIS quickly enough to keep up with user movement. "Static-RIS"
provides even lower capacity, as it must resort to a wide beam to
cover all user locations during the user’s trip. Finally, "No-RIS",
which is served only by the BS’s direct link, sacrifices network
capacity when the attenuation caused by the blockage increases, as
it is not aided by a reflecting surface. Notably, when the blockage
attenuation diminishes, the BS’ direct link dominates and all of the
mechanisms achieve the same capacity.

6.3.2 Multi-user scenario. We now study a multi-user scenario
as illustrated in Fig. 23b. The BS, RIS, and -40 dB blockage are
positioned as before. Without loss of generality, we assume that
the BS employs a round-robin radio scheduling policy, where NR
symbols are granted to a distinct user every Ty, slots. It is important
to note that RISENSE is agnostic to the BS’s scheduling policy as, in
contrast to alternative approaches, its in-band nature allows the RIS
configuration to be synchronized with any policy. Fig. 25 depicts
the overall 5G system capacity over 250000 slots as a function of
the number of active users randomly placed as in Fig. 23b.

As expected, "No-RIS" underperforms, consistent with previous
results. In contrast, RISENSE provides maximum capacity regardless
of the number of active users in the system and the BS’s scheduling
policy (illustrated by T, in this case), as RISENSE can reconfigure
the RIS in synchronization with the BS’s scheduling decisions. Note,
however, that as Ty}, decreases, more frequent RIS reconfigurations
are required, and RISENSE incurs a small capacity toll due to its
in-band overhead, approximately 14% with Ty, = 1 slot (the worst
case), which quickly diminishes as T, increases. As noticed by [43],
today’s mobile networks process data every ~10 slots in the median.
With Ty, = 10 slots, RISENSE’s overhead drops to a negligible 1.4%.
Despite this overhead, RISENSE provides between 87% and 144%
more capacity than a "static RIS," which offers a wide reflection
beam and does not require dynamic reconfiguration.

MARISA and ARES’ slow reconfigurability performs close to
RISENSE only when there is a single user (i.e., no need for RIS recon-
figurations) or when users are scheduled at least every T, > 1000
slots (every 1 second), which represents a rather static environ-
ment. With 10 active users and Ty, = 1 slot, RISENSE achieves 3x
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Figure 25: 5G network capacity in a RIS-aided scenario with
multiple users and 5G scheduling periods Tyj,.

more capacity than these benchmarks. In fact, their poor adapta-
tion to dynamic scheduling decisions (any Ty, < 300 slots) causes
MARISA and ARES to underperform even compared to a static wide
reflection beam ("static RIS"), as the RIS’ narrow reflection beams
are frequently outdated and pointing to the wrong user.

6.3.3  Power Consumption. RISENSE enhances capacity in dynamic
environments by enabling rapid RIS reconfigurations, though such
an improvement comes with an associated energy overhead due
to the increased frequency of control message processing. Never-
theless, RISENSE demonstrates superior energy efficiency com-
pared to out-of-band transceivers commonly employed in low-
power embedded systems, such as LoRaWAN, Bluetooth Low En-
ergy (BLE), ZigBee, and WiFi, as shown in Table 5. To quantify
this gain, we present a comparative analysis of the average power
consumption of RISENSE and these out-of-band alternatives. For
these transceivers, we rely on a simple model to estimate the
average power consumption of these out-of-band transceivers:
P> prxﬁ% + Psleep (1 - ﬁ }%), where L is the payload in bits
of RIS reconfiguration messages, R the bitrate, and p,,/s/ecp are
device-dependent coefficients while receiving a signal and sleep-
ing, respectively (see Table 5. We assume L = 400 bits (50 bytes)
for RIS reconfiguration messages, including all protocol headers,
and the rate R that maximizes the range for each technology. This
model is optimistic, as it does not account for the energy con-
sumed by components such as DMA interfaces connected to the
RIS or technology-specific control messages (e.g., WiFi beacons
or acknowledgments). In contrast, RISENSE’s are empirical mea-
surements capturing all the components in our testbed, so its gains
represent a lower bound.

Fig. 26 depicts the average power consumption of each tech-
nology (note the logarithmic scale in both axes), highlighting the
significant advantage of RISENSE, particularly under conditions
requiring frequent RIS reconfigurations. Table 1 in §1 presented the
figures for Ty, = 100 ms, e.g., ~370 yW for RISENSE, which proved
sufficient for highly dynamic environments in our previous exper-
iments. It is important to note that, while this analysis includes
out-of-band transceivers, they do not provide native integration

Table 5: Power consumption profiles of alternative wireless
transceivers for embedded devices.

Prx (mW) Psleep (mW) R (kaS)
LoRa [22] 125 0.03 27
WiFi [21] 1240 0.15 1000
Bluetooth LE [21] 122 0.03 125
ZigBee [21] 178 0.03 250
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function of the RIS re-configuration period. Log scales.

into the 5G MAC layer, a key advantage of RISENSE. Furthermore,
among these low-power out-of-band transceivers, only LoRa can
support ranges acceptable for BS-RIS communication (see Table 1).

In conclusion, the results of §6.3.1-§6.3.3 highlight the advantages
of a wireless RIS control solution capable of keeping pace with the
BS’s 3GPP-compliant procedures. RISENSE not only provides such
a feature but also preserves the passive, low-cost, and low-energy
nature of the RIS, requiring no hardware modifications in the BS and
seamlessly integrating into its 5G NR stack.

7 RELATED WORK

To date, the RIS literature has focused on the reflective metasur-
face design [11-14, 44] and on the optimization of the RIS con-
figuration [6, 15-18], including ideal continuous phase shifts [45],
practical discrete shifts [46], phase quantization [6], and practical
algorithms to find RIS configurations [15-18, 47]. However, the in-
tegration of RIS technology into mobile systems, where a BS dynam-
ically serves distinct mobile users, has not been sufficiently studied.
Different BS allocations require different RIS configurations to max-
imize capacity, rendering non-reconfigurable RIS solutions [48, 49]
unsuitable. Consequently, the RIS state must be synchronized with
the BS’s scheduling decisions, which requires tight 5G/RIS integration.

Most studies assume ideal RIS control interfaces and most RIS im-
plementations rely on out-of-band wired interfaces using USB [11],
UART [13], or Ethernet [14], which are impractical for outdoor
cellular networks. Some out-of-band wireless interfaces have been
proposed. The most conventional methods are WiFi or Bluetooth
Low Energy (BLE) [12]. Zhang et al. [19] propose a digital metasur-
face platform programmable with visible light, using photodiodes
to convert light patterns into voltages to configure the metasur-
face elements. In [20], Sayanskiy et al. use modulated infrared.
Kim et al. [50] use an NB-IoT interface. However, as shown in §6,
out-of-band solutions incur higher costs and energy consumption.
Other technologies such as backscattering [51] can solve the cost
and energy problem. However, these solutions are limited by their
short-range capabilities (see Table 1). LoRa [22] could be used for
longer range at a moderate energy toll but, like all out-of-band
solutions, its incompatibility with 3GPP 5G PHY/MAC procedures
hinders seamless integration with BSs and real-time control, crucial
for aligning RIS control with PHY/MAC scheduling decisions and,
consequently, for maximizing network capacity.

Although Zappone et al. [52] and Saggese et al. [53] have theo-
retically studied the in-band RIS control overhead, we go further by
proposing a practical implementation. MARISA [24] and its exten-
sion ARES [8], perhaps RISENSE’s closest competitors, also utilize
a power-sensing RIS architecture but for rough channel estimation
and self-configuration. In more detail, both approaches assume the
received power can be split between a reflecting branch (regular
RIS operation) and a sensing branch, with the latter exploited to
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localize users, so the burden of the beam-sweeping is translated to
the RIS. In this case, the RIS has to sweep through all the configu-
rations of a predefined codebook and measure which one provides
the highest sensed power. This eliminates RIS control overhead,
but is inefficient for mobile users due to its slow probing phase.
Conversely, RISENSE’s in-band nature seamlessly integrates the RIS
control channel into the BS’s PHY/MAC layer for real-time control,
and its low-overhead protocol enables on-demand reconfiguration,
adapting to varying channel conditions and user mobility.

8 DISCUSSION AND FUTURE WORK

We conclude discussing some practical aspects and future work.

8.1 Practical considerations

Beam sweeping support. Our results in §6.3 assume knowledge of
each user’s location to find optimal beamforming configurations at
the BS and the RIS. The literature on this topic is extensive (see §7)
and we do not cover them in this paper but typical methods rely on
some form of beam sweeping by iterating through a predetermined
codebook [54, 55]. To support these methods, instead of emitting
a reconfiguration message for every item in the codebook, which
would incur high overhead, RISENSE can transmit a predefined
message to trigger a RIS configuration sweep, as illustrated in Fig. 27.
RIS configurations can then be set over fixed time intervals, during
which the BS can transmit Synchronization Signal Blocks (SSBs) to
estimate the associated channels.

It is important to note, however, that RISENSE does not pre-
suppose any specific RIS optimization method. RISENSE supports
any method in the literature by providing an in-band control-plane
communication interface that allows for quick and low-footprint
RIS configuration, as demonstrated in §6.3.

RISENSE requirements. A first requirement to deploy RISENSE
is the ability to embed amplitude-modulated OOK signals on top
of 5G NR waveforms, a feature not natively supported by current
commercial BSs. However, RISENSE has been designed for seamless
integration. To this end, as explained in §4, 5G BSs are only required
to store two precomputed codebooks, C and Q. No signal processing
operations beyond the incumbent OFDM processing pipeline of 5G
BSs are required. Whenever a radio scheduling decision warrants
a RIS reconfiguration, the BS simply needs to select an entry in
C (RIS configuration) and then an entry in Q (pre-computed sub-
carrier entries to modulate the RIS configuration), which can be
implemented with low-complexity look-up tables.

A second requirement RIS-BS channel knowledge, e.g., to com-
pute « (see §6). This is a reasonable assumption, as in typical deploy-
ments both the RIS and the BS are stationary, making the RIS-BS
channel effectively quasi-static. Nonetheless, if long-term environ-
mental dynamics lead to changes in this channel, a corresponding
recalibration—using one of the established methods from the litera-
ture [56, 57]—can be triggered to update the channel estimate.

S. P. Deram et al

8.2 Future work

Evaluation in production systems. Although our evaluation is
data-driven, incorporating empirically measured RIS gains from
a physical prototype subject to hardware imperfections such as
phase noise, mutual coupling, and limited tuning resolution, real-
world deployments may introduce unforeseen artifacts. We defer
the exploration of these artifacts, which requires trials in production
systems, to future work. However, to ensure transparency and
reproducibility, our empirical data is publicly available [37].

Time synchronization. As explained in §5, RISENSE relies
on a low-overhead beaconing method for time synchronization.
While this approach minimizes overhead and complexity, errors
due to hardware imperfections or processing jitter may arise. Hence,
future work is needed to develop a time synchronization method
that mitigates potential synchronization errors.

RISENSE-aware radio scheduling. In this paper, we demon-
strated how RISENSE facilitates synchronization between the RIS
configuration and 5G BS scheduling decisions at a millisecond
timescale. However, as illustrated in §6.3.2, the corresponding over-
head increases with the BS’s scheduling granularity, reaching up to
14% when Ty, = 1 ms. This overhead could potentially be reduced
by employing a RIS-aware radio scheduler at the BS. Such a sched-
uler could minimize the frequency of RIS reconfigurations by, for
instance, grouping users who can utilize the same RIS configuration
or by encoding sequences of RIS configurations that can be initiated
with a single RISENSE message. We leave this for future research.

9 CONCLUSIONS

In conclusion, this paper has presented RISENSE, a system that
addresses the practical challenges of integrating Reconfigurable
Intelligent Surfaces (RIS) into cellular networks. RISENSE’s key
innovations include: (i) a novel RIS design capable of decoding con-
trol messages without complex baseband operations or additional
RF chains, utilizing a low-cost, low-energy power sensor and a
network of microstrip lines and couplers; (ii) an in-band wireless
control mechanism compatible with 5G New Radio (NR), which
enables long-range, seamless, real-time RIS control; and (iii) a low-
overhead RIS control protocol that minimizes 5G NR overhead while
maintaining the flexibility of on-demand RIS reconfiguration. Our
experimental validation of RISENSE, using low-cost, low-energy
components, has demonstrated its feasibility. Our evaluation has
showcased RISENSE’s ability to swiftly reconfigure the RIS as users
move, even at vehicular speeds, with negligible overhead. This ca-
pability opens up new possibilities for deploying RIS in dynamic
environments and supporting high-mobility applications.
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